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Abstract

Evolutionary computation is a broad name for several incarnations of evolu-
tionary algorithms (EAs). In general, EAs maintain a population of individuals
which evolve based on a number of stochastic and algorithmic techniques applying
to the selection, recombination and mutation of each individual within the (often
randomly) created population. Several different types of EA will be explored, their
similarities and differences illustrated, before implementations of two EAs are de-
scribed and the influence of varying techniques and parameters on their results are
discussed.
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“In the broadest sense, evolution is merely change, and so is all-pervasive;
galaxies, languages, and political systems all evolve. Biological evolution

. is change in the properties of populations of organisms that transcend
the lifetime of a single individual. The ontogeny of an individual is not
considered evolution; individual organisms do not evolve. The changes in
populations that are considered evolutionary are those that are inheritable
via the genetic material from one generation to the next.” [1]



1 Introduction

Genetic algorithms and the doctrine of evolutionary computing is a rapidly growing
field of research. Whilst based upon characteristics we see within biology, the similar-
ities are idealised and are there; simply to provide a convenient analogy. In the way
we can see evolution within nature, we can picture evolution within evolutionary com-
putation. The basis behind this being simple: a population or possible set of solutions
is evaluated, with the best solutions being used to breed a new set of solutions. In the
biological sense, very much like Darwinism [2].

The term evolutionary computation actually refers to several distinct areas, namely:
genetic algorithms, evolution strategies, evolutionary programming and genetic pro-
gramming. At this stage it is important to note that, evolutionary algorithms (EAs) are
stochastic (random) in nature and as a result do not guarantee the ability to produce the
optimal solution. They do however, confess to having the ability to produce optimum
solutions and as a result of their stochastic nature, any one EA may produce a different
optimum solution on a consecutive run. For this reason, it is common for EAs to be
run many times allowing better solutions to be found and for the best overall solution
to be used.

1.1 Why use evolutionary algorithms?

Put simply, the power of evolution is extraordinary. Breeding a dominant selection
of individuals from any one population may subsequently create a better population.
Do this several hundred, or maybe even thousands of times and it is possible to create
a population of solutions which contain solutions far superior to any that were first
started with.

By applying this ability to create a superior population with a complex real-world
problem, an evolutionary algorithm can provide solutions to the problem in ways that
would otherwise be difficult for a traditional algorithm. The reason for this is due to that
the evolutionary algorithm (and programmer) need not have an in-depth mathematical
understanding of the problem to be solved. This makes evolutionary algorithms very
powerful as they can often be implemented in a very short space of time and often on
very complex problems.

1.2 Applications for evolutionary algorithms

Evolutionary computation is primarily an optimisation technique that can be applied to

a wide range of problems. Further into this paper, it will be demonstrated that a genetic
algorithm can provide optimum solutions to a problem where it would be tedious to ex-
haustively explore the solution space (especially to find a solution to a large number of
decimal places). Furthermore, it may be impossible for a mathematical representation
of a problem to be created, therefore rendering a mathematical solution inaccessible.
In this case, an evolutionary method can be applied to retrieve a solution that was oth-
erwise deemed impossible - assuming of course, that a representation suitable for an
evolutionary method can be devised. Different representations will be considered later
into this paper.



2 Background

As introduced above, an EA is an iterative process where a population is continuously
evolved until an acceptable solution is found. There are several different ways to create
the new population but, these are explored further on in this paper. The process is
depicted graphically in Figure 1.

Create an initial Evaluate the fitness Create a new

(random or semi- of the entire population from the

random) population .| population .| previous population
using evolutionary
techniques

FY
Continue producing new
generations until a good
solution is found

Figure 1: The structure of an evolutionary algorithm

The process behind creating a new population, based upon the current population is
known as a generation. Forming a new generation comprises of three stages: selection,
reproduction and replacement. There are several techniques to each of these stages and
these are explored within the context of genetic algorithms in the following section.

2.1 Genetic Algorithms (GAs)

The GA paradigm is analogous to biology in several ways, most apparently in their use
of the terms such as chromosome, allele, phenotype and genotype, reproduction and
generations.

A GAs’ population is constructed of chromosomes (also known as individuals or
members). Each chromosome encodes a solution, where the encoding (or genetic com-
position) is known as the genotype and what it represents is known as a phenotype.
As a result, it follows that the same genotype can represent many different phenotypes
based on how the chromosome is evaluated. It also follows (and possibly easier to
visualise) that a phenotype can be encoded as different genotypes. An example here
may illustrate this point a little more clearly, take for instance, a date. The date first of
April 2005 in the UK is abbreviated to 01/04/05, however in the USA the same abbre-
viation is written 04/01/05. This is an example of the same phenotype (the date) being
represented as two distinctly different genotypes.

2.1.1 Representation

The genotype may be represented in a number of ways. The most common (and easiest
to implement) is binary encoding, where a string of ones and zeros represent a distinct
solution. This can be illustrated using the knapsack problem where there are several
items to be placed into a knapsack. Each item has an associated size and there is a



limited amount of room within the knapsack. Each item is assigned a index within a
binary string and if the item is to be placed in the knapsack, it is represented by a one,
if not, a zero. See Figure 2.

Compass Map Water Bottle Penknife Machete Flare
1 1 0 0 1 0

Figure 2: Binary representation of the knapsack problem

Representation could also be of a real numeric value. For example, 6 binary digits
could represent the decimal numbers between zero and 64, or could just as equally
represent 64 equal fractions between zero and one. The possibilities of representation
are endless and are only limited by the solution domain in hand.

2.1.2 The Evaluation Function

Chromosomes must be evaluated in a way appropriate to their representation. For
example, if a genotype is constructed of binary digits, it may represent integers in
binary code or grey code. When designing evaluation functions it is trivial to evaluate
aindividual and obtain a solution, but particularly more difficult to find a solution to the
problem being attempted. For this reason, it is important to always have the objective in
mind when constructing evaluation functions, as nobody wants an answer to a question
they haven't asked!

Another important factor involved with evaluation functions is the time taken to
evaluate the solution. If a GA is being used to design a game playing strategy for ex-
ample, in order to evaluate a proposed solution, it may be necessary to run the strategy
through a simulation which may take, say, 15 minutes. If you have a population size
of 40 and require 1000 generations to produce an adequate solution, the time taken to
simply evaluate the solutions would be over a year! For this reason, it is important that
the evaluation function is correct - as mistakes could be very costly.

2.1.3 The Fitness Function

After evaluating each chromosome, it must be passed through the fitness function. This
function is very much dependent on the purpose of the GA and is the principle method
of deciding which chromosomes within the population are good and which are bad.
When maximising a value, the fitness function is fairly trivial and will simply rank
each chromosome dependent on how far off the current best evaluation it is.

If finding a series of ‘good’ solutions, the fitness function becomes slightly more
complicated as it must find the same fitness for varying evaluations. Using the problem
explained in 4.2 as an example, there are four peaks contained within the solution
domain, all of which must be found - not just the best. This requires a rework of the
fitness function in order for smaller peaks to be given the same fitness as larger peaks.
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Figure 3: Sexual reproduction illustrating single and multiple point crossover

2.1.4 Selection

Elitism, or “survival of the fittest” is a very powerful selection process, used within a lot

of GAs. As the name suggests, a certain percentage (usually around 20%) of the best
solutions (the elite) are taken from the current generation and are placed directly into
the new generation. This ensures that good solutions are never lost between consecutive
generations and of course, are likely to be good chromosomes to breed with. Similar to
elitism, truncation selection will only breed the best of the population in order to create
the new population.

Tournament selection, possibly the best of the selection techniques randomly picks
two (or more, sometimes seven) chromosomes from the population and picks the best
to go through to reproduce. This process does give a slim chance to pick a bad solution,
but in the main will always pick the stronger chromosomes. Another good selection
method is roulette wheel. Although not as good as tournament selection, roulette wheel
also gives poor chromosomes a chance to be picked for reproduction, this does have its
downside in that it can cause the GA to take longer to converge on a solution. Ranked
selection is very similar to roulette with trivial differences.

2.1.5 Reproduction

After selection has taken place, there are two main ways of producing new chromo-
somes, namely sexual and asexual reproduction. It is usual for GAs to combine both
methods to ensure strong children are bred (maintaining strong alleles) and that a small
amount of random variation occurs within the population. This random variation is
akin to the genetic defects which occur in nature and avoid breeding converging to just
one gene pool.

Crossover (or sexual reproduction) is where two chromosomes are used to create
two new chromosomes (children), the principle is easily illustrated with binary rep-
resented chromosomes. With single point crossover, a random point within the chro-
mosome is selected and the child chromosome is created from the binary digits before
the crossover point from the first parent and the binary digits after the crossover point
from the other parent. For multiple point crossover, the same process is used, but with
several crossover points, see Figure 3.



Variations on crossover include the ‘*headless chicken crossover’ which combines a
selected chromosome with a randomly created chromosome and ‘one-child crossover’
which creates two child chromosomes as with standard crossover, except one child (at
random or otherwise) is discarded.

Mutation (or asexual reproduction) does not use parent chromosomes to produce
children, but simply makes a copy of itself along with a slight modification in order to
create a new chromosome. Mutation is usually used in conjunction with crossover and
is often used sparinglyy{ 0.01% of the time). The purpose behind mutation is to jump
solutions out of local optimums in an attempt to move towards the optimal solution,
but has varying effects based on the representation chosen. For example, when using
simple binary coding, if bit two within a four bit genotype (representing the integers
between 0 and 15) is changed from a zero to a one, this will affect the evaluation by
four, effectively altering the solution by 26%. This is obviously a very large change
and can be avoided by using codings such as grey code.

2.2 Evolutionary Programming (EP)

The principles behind evolutionary programming (EP) are much the same as GAs and
due to their similarities become easier to illustrate after a understanding of GAs has
been ascertained. As with GAs, EP assumes that solutions can be represented as a
number of variables and a fitness value for each solution can be calculated. EP is dif-
ferent from GAs in two major ways, the first being that there is no constraint on the
size of the representation. In terms of binary encoding, this could mean that extra bits
can be added and removed from the representation. Often, the representation within
EP closely matches the problem domain, for example in real-valued optimisation prob-
lems, the individuals within the population represent real-valued vectors [3].

Child production is where the second major difference between EP and GAs lies.
Unlike reproduction in GAs, EP traditionally only uses mutation operations on the
parents in order to produce children, crossover (recombination) is rarely used. The
reason for this is that the fundamental principles behind EP relies on recombination
between species (individuals). It is often the case that a Gaussian distribution of mu-
tation operators is used, ensuring that large mutations happen infrequently and more
subtle mutations happen frequently. As mutation operations have differing severity it
is also standard practice to use less severe mutations when nearer the optimal solution.
This approach provides a number of benefits, the most important being that for opti-
misation problems, an EP will converge faster on a solution than an GA. Individuals
within a EP population are selected using the same techniques as used in GAs. It is
more important to produce more individuals in a new population and to only keep the
best individuals of the population, as it is difficult to predict the outcome of a (often
scholastically) mutated chromosome.

2.3 Evolutionary Strategies (ES)

Evolutionary strategies (ES) share many of the same characteristics as EP and GAs.
An important difference between ES and GAs (as with EP) is found with the genotype
of the individuals. Operations on the genotype are usually direct and not via some sort
of encoding, unlike GAs which can encode their genotype using differing phenotypes.



As with EP, Gaussian mutations are applied to each parent within the population,
but then a selection method is used to determine which new members of the population
are to be removed (i.e. killed from the population). Again, similar to EP, self-adaptive
methods are used to select the most appropriate mutation to use at each stage of evolu-
tion. In contrast to EP, ES use deterministic selection in order to decide which of the
members of the population to Kill, based upon the evaluation of each member.

3 Methods

Three tasks were set out to explore in more detail some of the aspects of evolution-
ary computation as introduced above. It was suggested that task one and two were
approached using a GA, whereas free reign was given over the third task. A generic
evolutionary algorithm class using a binary representation was written within the cus-
tomBinaryEncoded namespace. The source code is available on the accompanying
CD and in appendix 7.3 through 7.6. It will be shown that slight changes to the GA
class written for the first two tasks, bring the GA class and algorithms more inline with
an EP approach.

3.1 Task1l

The first task consisted of maximisigdor the equation shown in 1. This is also shown
graphically in Figure 4. As can be seen by the figure, there are four peaks within the
solution domain, one of which is very near an extremity and another two which are
very close in evaluation. There are also several pitfalls in the form of local minimums.

y = x + 8sin(4x) + 6cos(bx) : 0 < x < 27 @)

The language chosen for the implementation was C#.NET and as a result a generic,
binary represented (for any real number) GA/EP class was created (c.f. 7.3) which can
be used within any .NET program simply by including Bi@aryEncoded names-
pace and creating an instance@éneticAlgorithm . Once aGAobject has been
created (using a constructor giving total control over the genetic algorithm parameters),
two methods must be assigned to the object, theseG#keEvaluationFunction
andGA.FitnessFunction . As the class created is completely generic, the evalua-
tion and fitness function can be specified by the user. A series of other methods includ-
ing visualisation of the individuals and of the entire the population are also available
from within the class, giving a powerful insight into the workings of the algorithm.

As described above, a basic binary representation was used, with tests using sev-
eral different sizes of representation, differing selection techniques and a multitude of
various parameters. The number of bits in the representation ranged from 10 to (the
maximum possible usinBinaryEncoded.Chromosome - see appendix 7.4) 32.

The fitness value for each individual in the population was simply the evaluation of the
function, as the value af is being maximised, the better the evaluation and therefore
the better the fitness. Elitism, crossover (with tournament selection) and mutation on
the crossover produced children were also implemented. The fitness and evaluation
functions used for task one can be seen appendix 7.6.
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Figure 4: The function to solve for tasks one and two

3.2 Task?2

A few improvements were made to the generic GA class, but by creating a new fithess
function, the second task was completed with relative ease. The only difficulty was in
determining this new fitness function.

The fitness function was required to produce a high fitness around the peaks of the
function. The easiest way to do this was by taking the differential of the function at
the point and using that as the basis for the fitness. To take into account that when the
differential may equal zero, the peak may be a local minimum, or even a flat part of
the function (see Figure 4 whetie~ 1.5) a differential over a small neighbourhood
was used. This neighbourhooding function is shown below in 2 whetefines the
neighbourhood, typically 0.02 - 0.05 andaly calculates the value af at any given
x value (i.e. the evaluation function).

dy _ levaly(z + o) — evaly(z — )| @
dr 2«

To make the implementation slightly easier, the reciprocal of the neighbourhood
function was used and if the evaluation of the chromosome was found to be negative
the result from the neighbourhood function was also made negative (see 7.6 for the full
implementation). This new fitness function was found to work well, but it was still
difficult to stop the GA from converging to only one or two of the best solutions (i.e.
solutions with shallower peaks). This was combated by tweakiitgthe neighbour-
hood function and by removing very good solutions (i.e. solutions scoring a very high
fitness) from the population. It was at this point that the generic GA class began to look
more like a GP than a GA, primarily due to this new variable population size.
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3.3 Task3

For the third task, there were three problem to select from: Connect 4 [5], Iterated
Prisoners’ Dilemma (IPD) [6] and the Microsoft Imagine Cup 2005 Visual Gaming
category (VG) [7]. The task picked was IPD.

3.3.1 What s the Prisoners’ Dilemma?

Bill and Ben are both arrested for some heinous crime and are placed in separate iso-
lation cells, no communication between the two detainees is permitted. Both Bill and
Ben care more about their personal freedom over the welfare of their accomplice. Once
the case comes to trial, the prosecutor lays down a deal to both Bill and Ben. “You may
either choose to confess or to remain silent. If you confess and your accomplice re-
mains silent, all charges against you will be dropped. Similarly, if you remain silent
and your accomplice confesses, you will do the time and your accomplice walks free.
If you both confess, you will both go to prison, but I will ensure that you both receive
early parole. Finally, if you both remain silent, it will be harder for us to get a serious
conviction, but yowvill both go to jail to serve token sentences.”

Neither Bill or Ben know what each other will say and herein lies the prisoners’
dilemma (PD) faced by the prisoners. No matter what the other prisoner does, it is
better off to confess rather than to remain silent, but the outcome if both prisoners
confess is much worse than the sentence they would have received if they had both
remained silent.

3.3.2 Whatis the Iterated Prisoners’ Dilemma (IPD)?

A serious of different scenarios can be modeled by the PD including military rivals
or price setting for duopolistic firms [8] and in these cases, it is better to model these
scenarios by using an iterated version of the PD known as the IPD. Throughout the
duration of the IPD, access to the results of previous turns (of both parties) is available.
This creates a new dimension to the game where opponents who remain silent (defect)
in preceding rounds can then be “punished” by subsequent defections and cooperation
can be “rewarded” by further cooperation. Once this is the case, strategy for a single
player becomes less obvious and the strategy to adopt becomes dependent on the appar-
ent strategy of the opponent. It is important to note at this stage that it is assumed the
IPD is being played against a rational opponent who is actually employing a strategy
and is not completely random.

3.3.3 Evolutionary Techniques and the IPD

The IPD since its conception has been a problem which has used evolutionary tech-
nigues to come up with new strategies to play the game. The highest scoring strategy
in Axelrod’s initial tournament was named Tit for Tat (TFT) [6] which simply imitates

its opponents previous move. What was interesting is even though the results of the
first tournament were made publicly available, the TFT strategy went on to win the
second tournament which had sixty three entrants!

12



Opponent
Defect Confess

-1 5

0 3

Player Defect
Confess

Table 1: Payoff matrix for the IPD

In order to simplify the problem and in the process create a scoring system suitable
for use within an EA, a payoff matrix is used (see Table 1). This matrix simply provides
both players with a score for each of the four possible outcomes of each game. This
can be then used by an EA which is given the task of maximising any one players’
accumulated payoff over a finite number of games. The payoff matrix shown above is
used by the GP implementation of the third task.

A common approach to generating strategies for the IPD using evolutionary tech-
nigues is to encode far number of previous games within a chromosome, where each
chromosome in the population determines a distinct strategy. For example, if three pre-
vious games and the move to make in next consecutive game is used, the chromosome
would contain(32 + 1) x 43 = 448 bits, enough to encode every possible outcome for
3 games and the next move. These chromosomes (or strategies) can then be evolved,
thus creating new strategies. The strategies can then be played against each other over
a series of games, using the payoff matrix to assign a score (i.e. fitness) to each strat-
egy. Once a strong strategy has been developed, the associated chromosome can then
be used as a lookup table based on the previous history of the current game and thus
providing the player with the next best move.

This approach has its merits, however it seems that once a strategy has been de-
veloped and chosen, no matter how many games this strategy may play for - it will
always follow its set of pre-determined “best moves” based upon the last few games.
If the opponent is able to determine this strategy, it is simple to take advantages of
weaknesses within in it. The complexity of determining the strategy being used by the
opponent is obviously intrinsically linked to the number of previous moves the strategy
is based upon. This means that if a strategy based on a large amount of previous moves
is used, the more unlikely (and exponentially longer it would take) for the strategy to
be determined. The problems associated with increasing the number of previous moves
are simple to illustrate, for example imagine a chromosome encoding all possible out-
comes for a game history of only 10 moves - this would equal a chromosome string size
of 6,464! Evolving a large population of individuals this size would take a considerable
amount of time and may present a problem when finding the game history within this
string at run time.

For the reasons stated above, it was decided that an “on-line evolution” approach
would be better, as it would adapt to the opponent, making it impossible for the op-
ponent to determine the strategy being used. This approach would also allow the con-
stantly evolved strategy to take advantage of any generosity exhibited by the opponent.
The chromosome encoding as explained above was used however, the difference being
that the evolution was only run on the previous two or three games ensuring that evo-
lution times were not too large - as the number of possible outcomes for two or three
games is fairly manageable. And of course, evolution (with random strategies) was run
after each game to develop the strategy for the next move.

13



4 Results

4.1 Task1l

Due to the small range aof, it would of course, be possible to exhaustively search the
problem domain. With a binary representation of 24 bits, the number of solutions is
224 = 16,777,216. Obviously with modern computing, this may seem to be trivial,
however this is only a small problem and as either the number of dimensions, or the
number of bits increase, this number increases exponentially. The resolution can be
calculated by dividing the number of solutions we can represent by the solution space
domain, in this case (with a 24 bit representatiop):37-rs = 3.7451 x 1077 This
provided an sufficiently high resolution for this problem. Of course, if a higher reso-
lution was required, the flexible nature of the GA class made it trivial to change the
number of bits used by the representation.

The GA was seen to perform exceedingly well, even a relatively small population
size. A population size of onlg= 10) would be able to quickly converge on a good
solution, but would require more generations than if a larger population size was used.
This was beneficial as it meant that convergence on a solution took several generations
and allowed a better look at what was happening within the population.

Figures 5 and 6 show the evaluation of each member of the population plotted on
top of the function being solved at 0, 10, 20 and 50 generations. It is clear that in
both cases, even after 20 generations a significant percentage of the population has
converged on the highest peak within the solution space. Figure 7 shows the evaluation
of the best chromosome within the population at each generation on a typical run of the
GA. This shows that after as few as 10 generations (with a population size of 10) a very
good solution is found. This solution is not really improved significantly for another
30 generations where upon the solution is not seen to improve anymore.

4.2 Task?2

A much larger population size was required for the second task. This was needed in
order to provide a suitable covering of the solution space when the initial population is
created. Once a large coverage was provided, the algorithm was able to converge on
all of the solutions in the domain easily and with more reproducibility.

As with many evolutionary techniques, a small amount of domain knowledge is
often needed - in this case it was known that the local minimums were all negative
evaluations, as a result the fitness function was easily improved by putting this domain
knowledge into practice. This is obviously not an ideal solution, but it worked very
successfully and therefore provided an adequate fitness function for the task in hand.

The selection method used for both this and the other tasks was tournament selec-
tion with variable number of competitors varying from two to seven. Lower humbers
tended to breed more diverse children, and was useful with this task. For task one
however, a larger number of competitors worked better, as only the best solution was
required and genetic diversity was not as important. Roulette selection was tried, but
tended not to yield particularly good results in terms of the time taken to converge on
solutions.

14
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Figure 5: Results of the genetic algorithm finding single-peak (population size 10) after
0, 10, 20 and 50 generations. Elitism 20%, Crossover 80%, Mutation 0.05%.

Population Size: 25, Generation 0 Population Size: 25, Generation 5

TN daafl)
RS AR Y

1 [i] 1 2 3 4 5 3 7 ] [i] 1 2 3 4 5 3 7
*

Population Size: 25, Generation 10 Population Size: 25, Generation 50

This area contains 50%

15 195 of the population
10
/\ 19
5 /\
0

,5 BT

Figure 6: Results of the genetic algorithm finding single-peak (population size 25) after
0, 10, 20 and 50 generations. Elitism 20%, Crossover 80%, Mutation 0.05%.
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Figure 8: Results of the genetic algorithm finding multi-peaks (population size 50)
after 0, 10, 20 and 50 generations. Elitism 20%, Crossover 80%, Mutation 0.05%.
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4.3 Task3

It was difficult to draw many results from the IPD as the implementation was never

completely finished. For this reason, a code listing is not included in this report as it is
the author’s intension to finish the implementation however, a copy of the source code
is available on the accompanying CD. Preliminary results are promising as it can be
seen that the GP can adapt to changes in the game play of the opponent.

5 Discussion

5.1 The Evaluation and Fitness Functions

The crux of the methods implemented within this project are obviously contained
within the evaluation and fitness functions. If these are wrong, there is no chance
of success, at least not obtaining any sensical (or even wanted) results. If they are cor-
rect however, there is every chance of succeeding. The better these functions are - the
better the results and more often than not the quicker the results are produced.

Herein of course, lies the difficulty with evolutionary algorithms. Domain knowl-
edge has been touched upon earlier in this paper, but it is prudent that it be brought up
again at this stage. Without it; it is significantly difficult to create both the evaluation
and fitness function, but if a great deal of domain knowledge is known, it begs the
guestion: can this problem be solved without going to the expensive of developing an
evolutionary approach?

5.2 Parameter Tuning

Population size is possibly the most interesting variable to alter within EAs. Too small
and itis unlikely that an adequate solution will be found, too large and the computation
time is horrendous. It is obviously more important to get a decent solution, so a large
population is recommended in order to provide a suitably large (and hopefully random)
coverage of the solution domain. Tasks one and two are limited to one dimension, how-
ever the problem of solution domain coverage is likely to be much more prominent with
multi-dimensional problem domains. Another possibility with continuous variable op-
timisation problems is to use a pattern of initial samples giving an even coverage of
the search space. This can avoid the problem of randomly creating a group of initial
individuals in bad areas, be it a local minimum or possibly worse, a local maximum.

Setting other parameters such as mutation rate, crossover rate and choosing differ-
ent selection methods causes the output of the algorithms to change drastically. For
this reason it is important that different combinations of these parameters are tested
if a successful implementation is to be achieved. Without this experimentation it is
exceedingly difficult to predict how an EA will perform on a problem, unless there
has been some previous experience of deciding upon parameters in a similar situation.
Even then, the EA may behave differently than expected. The trouble here is: how are
the parameters tested? Especially as they may interact in complex ways.
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5.3 And Finally...

The advantages of evolutionary techniques are clear, predominantly the ability to pro-
duce solutions to problems were the solution domain is too vast to explore explicitly.
Due to this staggering ability, the overall impression of these techniques is good, but
again; it is clear that a certain amount of knowledge regarding the problem is needed -
especially when it comes to setting the parameters of the algorithm being employed.

Proof of results, especially with optimisation problems is troublesome. Due to the
low reproducibility of results (even more so with large solution domains), it is difficult
to prove that a solution given by any on EA is the best. All that can be proved is that it
may be better than another solution, but this is due to the intrinsic stochastic nature of
these algorithms and should be taken into account when considering using an EA.

6 Conclusions

The methods discussed in this paper are only touched upon lightly, the field of evolu-
tionary computation is massive with a great deal of research taking place within each
of the areas introduced. After the gendBioaryEncoded.GeneticAlgorithm

and each of its associated classes and methods was completed, a firm grasp and an un-
derlying comprehension of the fundamental (and in some respects, more advanced)
areas of evolutionary computation was obtained.

Encouraging results were produced by the algorithms, but the inherent problems of
an evolutionary approach were all too apparent, particularly the importance of domain
knowledge. A long list of improvements and other techniques could have been included
within theBinaryEncoded namespace, however it will no doubt be useful as a very
good starting block to any other work that the author embarks upon within the realms
of evolutionary computation.

The techniques discussed in this paper are certainly interesting and there is obvi-
ously a lot of scope for more research within this field. The number of problems that
can be tackled using an evolutionary approach are astounding due to the flexibility of
the algorithms in their design of the representation, evaluation and fitness functions.
Designing the right tool for the right problem is the principle difficulty and for this rea-
son, whether they will ever be found in that toolbox kept by modern day programmers
- well, that remains to be seen.
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7 Apendix

7.1 Matlab code to produce function graph

function cs3m2
% Plots: y = x+8sin(4x)+6cos(5x)

x = (-1 .01: 7);

y = X + 8*sin(4*x) + 6*cos(5*x);
plot(x,y)

hold on

plot((-1:0.005:7),0, 'k’

plot(0, (-15:0.005:20), 'r)
plot(2*pi, (-15:0.005:20), 'r")
title(y = x+8sin(4x)+6cos(5x)’)
ytitle('y’)

xtitle('’x’)

grid on

7.2 Matlab code to overlay points on function graph

function plotresults(results)
% Plot a 2 variable (x, y) array
hold on
for ct = 1:length(results)

X = results(ct, 1);

y = results(ct, 2);

plot(x, y, 'r*)
end
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7.3 C# Code for Generic Genetic Algorithm
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7.4 C# Code for Binary Encoded Chromosome and Population
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7.5 C# Code for Roulette Wheel Selection
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7.6 C# Code for Fitness and Evaluation Functions
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7.7 Screen Shots

855 Evolutionary Computation Part A =&
Paopulation
11001100101110071 © % = 5.024650, » = 18.613841, fitness = 10% ~
1100101011000 © % = 4978535, » = 17.803159, fitness = 10% w
1101001000010010 : % = 5155901, » = 17.779449, fitness = 10% Popsize |25
1101001001010000 : % = 5161845, » = 17.635227, fitness = 10%
1101001001010000 : % = 5161845, » = 17.635227, fitness = 10% Bits 16
1100101000111000 : % = 49631595, y = 17410345, fitness = 10%
1100101000111000 : % = 49631595, » = 17410345, fitness = 10%
11001010001 01000 & = 4961861 = 17.367793; finess = 10%
T10010110000117 © « = 5.240749, » = 14966961, fitness = 9%
1101100000001 000 © % = 5302205, y = 12.089643, fitness = 8%
1000110011011117 : » = 3457497, p = 11.135364, finess = 7%
1111111000111100 : % = 6239850, y = 10719772, fitness = 7%
0000011110001100 : » = 0.185228, » = 9.190460, finess = 6% Count: 3
1100001011010000 : » = 4.781418, p = 8.992392, fitness = 6%
10001010101111071 : » = 3.405150, p = 8.859383, finess = 6% ]
b awinum v # Y Walues of Current Population
Genl: x=51618.y=176352 5.02464934451866.18.613841218081 2 ~
Gen1: x=571618.y=176352 4.97853464708265,17 803158727827 ml
Gen2: x=49785,y=17.8032 5.15590117568213,17. 7734487456428
Gen3 x=5024E y=18E6138 5.16184535123518,17 6352271410579
5.16184535123518.17 6352271410573
4.96313483920333,17 410345330211
4.96313483320333,17 410345330211
4. 96166085841611.17. 3677934155567
5.24074348301205.14. 9663603467333
5.30220459332672.12.08964 30236037 ]
Figure 9: GUI for Task 1
=5l IPD B|E[ %]
Fopulation
CCODCCC P1=11 PZ=8H
CCDCCC P1=11 PZ=8H
DCCCCC P1=11 PZ=8H
DCCCCC P1=11 PZ=8
CCCCOC P1=11 PZ=8H
CCCCOC P1=11 P2Z=H
DCCCCD P1=8 P2=%
DDDCDD P1=3 P2=-2
CCCODD P1=2 P2=7
poDDCC P1=1 P2=1
Generations Game Hizstary
Gen1:P1=13,F2=3 ~ Game & Defect  Confess 10 10
Gen2 P1=15,P2=0 (=3 Flayer 2 iz likely to Confess, you should Defect
Gen3 P1=15,P2=0 Game 3 Confess  Defect 10
Gen4:P1=15P2=0 Game 2: Defect  Confess 5 5
GenS P1=15,P2=0 Game 1: Confess  Defect 0 5
Gen B P1 =15 P2=0
Gen7:P1=15,P2=0
Gen@ P1=15,P2=0
Gen3 P1=15,P2=0
Gen10: P1 =3,P2 = -1 v
Feady... Play a few Games!

Figure 10: GUI for IPD
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